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Abstract— Most of the relevant Big Data process-
ing frameworks (e.g., Apache Hadoop, Apache Spark)
only support JVM (Java Virtual Machine) languages
by default. In order to support non-JVM languages,
subprocesses are created and connected to the frame-
work using system pipes. With this technique, the
impossibility of managing the data at thread level
arises together with the loss of performance due to the
overhead. In this paper we introduce a new Big Data
framework that benefits from an elegant way to create
multi-language executors managed through a RPC
system, allowing the user to take advantage of each
programming language for different tasks. The sys-
tem runs completely inside Docker containers. More-
over, our framework has a custom Docker-based re-
source manager, responsible of assigning the available
resources of a cluster. A comparison with Apache
Spark shows the benefits of our proposal in terms of
performance and scalability.

Keywords—Big Data processing, Framework, Multi-
Language, Performance, Docker, Apache Thrift

I. Introduction

Nowadays we are living in the Big Data era, which
demands processing in a efficient way huge amounts
of data coming from many different sources. In
the past, clusters were reserved for HPC (High-
Performance Computing) tasks, but with the arrival
of Big Data it became necessary to design new frame-
works and technologies for the execution on these
systems. The de facto standards for parallel process-
ing of Big Data are Apache Hadoop [1] and Apache
Spark [2] engines. To fully exploit the capabilities
of these frameworks programmers should implement
their applications in Python, Java or Scala. How-
ever, developers build applications in the program-
ming languages that best suit their needs and, many
times, those languages are not natively supported
by the corresponding Big Data framework. For in-
stance, most of the existent scientific applications are
developed in languages like C, C++ or Fortran. In
that case, it is necessary to port the codes, which
requires a huge effort, use source-to-source compil-
ers [3] or take advantage of the mechanisms provided
by the frameworks to call external processes based on
system pipes with the corresponding degradation in
the performance. Note that in the latter case, the
main code that performs the calls should be anyway
implemented in Python, Java, Scala or R.

In this paper we introduce a new Big Data frame-
work that allows users to execute their applications
written in multiple programming languages without
additional overhead. Our framework uses a multi-
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language RPC (Remote Procedure Call) approach to
create a native executor for each language in order
to avoid data transfers. In this way, data is han-
dled by the executor in the most efficient way for
each programming language. Our proposal facili-
tates the convergence of HPC and Big Data since
applications belonging to both worlds can execute in
the same framework. On the other hand, the new
system is fully developed inside Docker [4] contain-
ers. This avoids any dependency problem in the in-
stallation process because only Docker is necessary to
deploy the system on a cluster. Note that users could
change the system configuration or install dependen-
cies without affecting the real machine. Additionally,
the execution environment is isolated from the phys-
ical system, so users cannot get more resources than
those requested. Our framework includes a custom
resource manager to assign hardware resources and
launch Docker containers.

The framework presented in this work is the first
prototype of the system. Currently it supports Java,
Python and C++ programming languages. The pro-
totype deals with batch processing jobs containing
only map operations. In order to illustrate the ben-
efits of our proposal we carry out an experimental
evaluation using as case study an application that
calculates SHA-256 hashes imitating the Proof-of-
Work algorithm used in the Bitcoin protocol [5]. A
comparison with Spark is provided in terms of per-
formance and scalability.

The paper is structured as follows: Section II dis-
cusses about related technologies. Section III de-
scribes in detail the architecture and the modules of
our framework. Section IV shows the experimental
results. Finally, the main conclusions derived from
this work and the future work are explained.

II. Background & Related Work

A. Apache Hadoop and Apache Spark

MapReduce [6] is a programming model intro-
duced by Google for processing and generating large
data sets on a huge number of computing nodes. A
MapReduce program execution is divided into two
main phases: map and reduce. The input and output
of a MapReduce computation is a list of key-value
pairs. Users only need to focus on implementing map
and reduce functions. In the map phase, map work-
ers take as input a list of key-value pairs and generate
a set of intermediate output key-value pairs, which
are stored in the intermediate storage (i.e., files or
in-memory buffers). The reduce function processes
each intermediate key and its associated list of val-



ues to produce a final dataset of key-value pairs. In
this way, map tasks achieve data parallelism, while
reduce tasks perform parallel reduction. Currently,
several processing frameworks support this program-
ming model.

Apache Hadoop [1] is the most successful open-
source implementation of the MapReduce program-
ming model. Hadoop consists of three main layers:
a data storage layer (HDFS), a resource manager
layer (YARN), and a data processing layer (Hadoop
MapReduce Framework). HDFS is a block-oriented
distributed file system based on the idea that the
most efficient data processing pattern is a write-once,
read-many-times pattern.

Apache Spark [2] was designed to overcome some
of the Hadoop limitations, especially when consid-
ering iterative jobs. It supports both in-memory
and on-disk computations in a fault tolerant man-
ner by introducing the idea of Resilient Distributed
Datasets (RDDs). Apart from running interactively
using Python, Scala and R, Spark can also be linked
into applications in either Java, Python, Scala or R.

Hadoop and Spark jobs are composed by a driver
and a number of executors. The driver is a high-level
process that controls the workflow, and executors are
a set of independent processes distributed on a clus-
ter that run the work in parallel. Although Spark
supports more operations than Hadoop, all opera-
tions are based on the MapReduce paradigm. The
Mapper iterates over elements, and for each element
returns a new element. The Reducer iterates over
the (key, value) pairs, and for elements with the same
key, it applies a function to accumulate all values in
one.

Hadoop and Spark are the de facto standards for
parallel processing. The vast majority of the appli-
cations developed for these frameworks are written
in Java, Scala or Python. However, there are some
situations where it is not reasonable to port an appli-
cation to one of the previous languages (e.g., perfor-
mance issues). Hadoop and Spark use system pipes
to share data outside of the Java Virtual Machine
(JVM) in order to run non-JVM codes, which intro-
duces an additional overhead that negatively affects
performance [7]. Note that Python is a non-JVM
language, so it is not natively supported by Spark.
However, Spark takes advantage of Jython [8], which
allows a driver implemented in Python to be exe-
cuted within the JVM. This causes a misunderstand-
ing in the Spark users community. Both Hadoop and
Spark deal with non-JVM codes in a similar way.
Next the process followed by Spark is explained:

– The user application (non-JVM code) must read
data from the standard input and write results
to the standard output. Therefore, input and
output must be represented in a string format.

– An executor containing the input data is created
inside a JVM.

– Each executor launches a subprocess with the
user application, connecting the JVM to the
subprocess using pipes.

– The executor converts each object stored in-
side an RDD to its string representation, writing
the result to the standard input of the subpro-
cess. At the same time, another thread is read-
ing from the standard output of the subprocess
to generate the resulting RDD with the output
data.

As we mentioned, the above process requires that
input and output data must be represented as a
string. As a consequence, the user application is
responsible to parse this string data to a native for-
mat supported by the considered non-JVM language.
Note that this process becomes complicated when
more complex data structures such as trees or maps
are considered. Another important drawback is that
non-JVM processes are not allowed to access Spark
and Hadoop functions such as the context.

B. Apache Thrift

Apache Thrift [9] is an RPC (Remote Procedure
Call) system whose main functionality is the invoca-
tion of remote methods between different program-
ming languages. Apache Thrift has its own IDL (In-
terface Definition Language) to define multiple ser-
vices. In the first place, each service exports series
of functions with parameters, returns and exceptions.
Second, Thrift generates the corresponding skeleton
interface and stub class for the user selected language.
A client uses the stab to make remote calls and the
server defines the methods implementing the skele-
ton.

Thrift is composed of a set of protocols and trans-
ports. Protocols define how data types are serialized,
while transports indicate the medium through which
the data is sent. There is also the possibility of use
intermediate transports such as Zlib to apply com-
pression in streaming when data is sent.

Hadoop, Spark and our framework use Thrift for
the communication between modules, but our frame-
work uses a modified version to add data transfer
without defining an IDL.

C. Docker

Docker [4] containers provide the benefits of vir-
tualization (isolation, flexibility, portability, agility,
etc.) without penalizing the I/O performance consid-
erably. Docker makes use of resource isolation char-
acteristics of the Linux kernel, so independent con-
tainers can be executed on the same host using dif-
ferent assigned resources without interfering among
them. Containers supply a virtual environment with
their own space of processes and networks. The con-
tainers are built with stacked layers. When a con-
tainer is in execution, a new writable layer is created
over a set of read-only layers which define a Docker
image. The Docker images are always built from a
base image, usually a root filesystem coming from a
GNU/Linux distribution. These images can be eas-
ily distributed via the official registry1, with our own
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registry or with tarballs. Images can be built with a
custom scripting language (dockerfiles) or by saving
the state of a running container.

D. Apache Kafka

Kafka [10] is a distributed message broker for high-
throughput, low-latency handling of real-time data
feeds. The broker nodes receive messages from pro-
ducers and broadcast them to consumers in top-
ics. With Kafka, it is possible to build processing
topologies with modules coded in different languages
since there are clients available in multiple languages.
Even though the execution is native as in our frame-
work, the messages have to go through the broker
nodes first and not directly to the consumers (ex-
ecutors in our framework). In addition, Kafka only
provides message management functionalities so re-
source allocation or limitation is not possible out of
the box.

III. System Architecture

Our framework is divided into four independent
main modules which run inside Docker containers:
Backend, Manager, Driver and Executor (see Fig-
ure 1). They are coded in different languages, us-
ing Apache Thrift for the inter-module communica-
tions. The Docker Resource Manager is responsi-
ble of launching and destroying containers within a
cluster and also of assigning the required resources to
them. Since it can be used outside of the context of
our framework, the interaction is performed through
an HTTP API instead. Next, a detailed description
of each module is provided.

A. Docker Resource Manager

The Docker Resource Manager executes itself in-
side Docker containers and it is composed of two
types of processes: masters and workers. Master pro-
cesses manage the available resources in a cluster and
they are responsible of launching the containers with
the assigned resources through the worker interfaces.
Workers expose the resources of their host when they
are deployed that are specified in a configuration file.
Both client requests and internal calls from masters
to workers are done through HTTP APIs.

Consul [11] is a distributed, highly available sys-
tem that provides a framework for discovering and
configuring services within a cluster. The consensus
protocol is based on Raft. Among its main func-
tionalities are service discovery (find new providers
of a given service), health checking (check the status
of the registered services) and hierarchical key/value
storage.

When a worker is initialized, the configured re-
sources of that machine are registered in the key-
value store provided by Consul. The resources are
defined in a granular way so, for instance, a client
could request different types of storage (SSD, HDD)
and even choose between specific devices.

One important CPU attribute is the normalizer,
whose goal is to represent the performance per physi-
cal/hyperthread core throughout a cluster of hetero-
geneous nodes. For instance, a less powerful CPU
could specify a normalizer factor of 1.0, whereas
another node with a CPU twice as powerful would
specify 2.0. In this way, the second node would dou-
ble the number of virtual cores.

Even though the specification of resources is cur-
rently made by hand, in next versions the resources
will be detected automatically, even the normalizer
factor with a CPU benchmark. In addition, it will be
possible to require memory and CPU characteristics
(e.g., memory speed, memory latency, memory tech-
nology, CPU architecture, CPU model) when launch-
ing a container.

Tasks (in our resource manager) represent contain-
ers with assigned resources. They can be assigned to
an existing task group. Otherwise, a new task group
would be automatically created for the new task. Al-
though not yet supported, this feature will allow the
user to take actions on all the tasks under the same
group at the same time. When launching a task, the
following parameters can be provided: virtual cores,
memory, Docker image, arguments for the image, on-
exit behaviors, ports to be opened and volumes. A
preference list can be also supplied in such a way
that the first node of the list with enough available
resources will be selected to execute the container on.
Otherwise, the selection process will follow a round-
robin scheduling. In Consul, tasks are registered as
services and a health check endpoint is provided so
Consul can be used to observe the status of the ex-
isting tasks.

Currently, there are three types of supported vol-
umes: distributed, local and in-memory. Local vol-
umes are disk images mounted as loop devices and
stored in local disks. When volumes are not in use,
they are compressed. In-memory volumes are local
volumes whose content is copied to a tmpfs, so mem-
ory is used instead of disk during the execution of
a task. Distributed volumes are bindings to directo-
ries within a mounted distributed filesystem: Glus-
terFS [12], with which it is possible to set quotas by
directory.

Volumes can be created with custom permissions
(ro, rw) for the first task that mounts it and, option-



1 {
2 "image": "test",
3 "resources": {
4 "cores": 2,
5 "memory": "2GB",
6 "swap": "0",
7 "volumes": [{
8 "size": "50MiB",
9 "mode": "rw-ro",

10 "type": "tmpfs"
11 }, {
12 "mode": "rw-rw",
13 "type": "glusterfs"
14 }],
15 "devices": [],
16 # RPC and data ports
17 "ports": [2013, 1963]
18 },
19 "opts": {
20 "prefered_hosts": ["node1", "node2"],
21 "swappiness": 0
22 },
23 "events": {
24 "on_exit": {
25 "restart": false,
26 "destroy": true
27 }
28 },
29 "args": ["manager", "2013", "6000"]
30 }

Fig. 2: Example of a Docker Resource Manager re-
quest.

ally, for the same volume group. Group-shared vol-
umes will be available for all the tasks with mounted
volumes in the same group. Local volumes will only
be available for the group if tasks are in the same
host.

All the containers receive the IP address of their
host. Required exposed ports are mapped to a ran-
dom available port in the host machine. It is also
possible to assign custom devices such as GPUs to
containers despite this functionality is not fully op-
erational yet.

Currently, it is possible to launch and destroy
tasks, query task logs and check the available re-
sources in Consul. More functionalities will be added
in the future such as pausing tasks or updating the
resources of a running task.

The client interacts with a master node through
the HTTP API (JSON). In Figure 2 it can be ob-
served an example of task request including two vol-
umes. The master is responsible for checking the
request and finding a worker node for it. If succeeds,
it will interact with the chosen worker node in order
to launch the task with the required resources. In
Figure 3 the basic communication between Consul,
workers and masters can be observed.

B. Driver Module

The Driver Module is an user API through which
users can access all the available functionalities sup-
ported by the system related to launching jobs (dis-
tributed executions in our framework). It is imple-
mented for the supported languages (Java, Python
and C++). This module does not perform any heavy
computation and uses Thrift RPC to delegate its
work to the Backend Module. The Driver Module

was designed as a mere interface so that the logic
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Fig. 3: Docker Resource Manager architecture.

has not to be reimplemented for every supported
language. Tasks are each one of the distributed op-
erations that compose a job, instantiated as execu-
tor processes inside Docker containers (managed by
the Docker Resource Manager) and executed as a
pipeline. In order to build multi-language applica-
tions, at least one job has to be created for each lan-
guage. Figure 4 shows an example of a driver imple-
mented in two very different programming languages
(Python and C++) although both drivers show a
similar behavior and syntax. First, the Driver class
initializes the Backend Module. The class Properties
is used to configure the environment and defines pa-
rameters such as Docker image, number of contain-
ers, number of cores and assigned memory. These
properties are used to create a container abstraction
with the Container class. Docker containers are de-
ployed with the defined properties of the Container
abstraction. DDs (Distributed Datasets) instances
are used to manage distributed data across the ex-
ecutors during the execution of a job.

In summary, tasks are grouped in jobs (at least one
per language) which can run distributed in multiple
nodes. Jobs are assigned to Container objects which
represents the assigned resources and the number of
instances to be launched with a Properties object
(See Figure 5).

The Backend Module supports multithreading, al-
lowing the driver to launch multiple independent
tasks in parallel within the same job. Note that tasks
are launched sequentially in Spark. It is possible to
recycle a container when multiple jobs are launched
by the same driver. In Figure 4 it can be observed
that the same driver launches two different jobs for
Python and C++ tasks reusing the same container.
If two jobs are launched in the same container, the
one that arrives first will lock the container until fin-
ishing its execution, blocking the second. For lan-
guages that support source code serialization like
Python or Java, references to functions can be used
instead of a string indicating the file and class paths.
Source code serialization only works if the driver and
the executor are programmed in the same language.



1 #!/usr/bin/python
2

3 import driver
4

5

6 driver.Driver.start()
7

8 prop = driver.Driver.newIProperties()
9 prop["container.image"] = "imageTest"

10 prop["container.executor.instances"] = "1"
11 prop["container.executor.cores"] = "1"
12 prop["container.executor.memory"] = "2GB"
13

14 container = driver.Container(prop)
15 job_python = container.newJob("python")
16 data_file = job_python.readFile("example_in.txt")
17 data_map = data_file.map("test/PythonMap.py:test.PythonMap")
18

19 job_cpp = container.newJob("cpp")
20 imported = job_cpp.importDD(data_map)
21 data_map_cpp = imported.map("test/libcppmap.so:test::CppMap")
22 data_map_cpp.saveAsFile("example_out.txt")
23

24 driver.Driver.stop()

1 #include <memory>
2 #include "api/Driver.h"
3 #include "api/Properties.h"
4 #include "api/Container.h"
5 #include "api/Job.h"
6 #include "api/DD.h"
7

8 int main(int argc, char* argv[]){
9 api::Driver::start();

10

11 auto prop = driver::Driver::newProperties();
12 (*prop)["container.image"] = "imageTest";
13 (*prop)["container.executor.instances"] = "1";
14 (*prop)["container.executor.cores"] = "1";
15 (*prop)["container.executor.memory"] = "2GB";
16

17 auto container = std::make_shared<api::Container>(prop);
18 auto job_python = container.newJob("python");
19 auto data_file = job_python.readFile("example_in.txt");
20 auto data_map = data_file.map("test/PythonMap.py:test.PythonMap");
21

22 auto job_cpp = container.newJob("cpp");
23 auto imported = job_cpp.importDD(data_map);
24 auto data_map_cpp = imported.map("test/libcppmap.so:test::CppMap");
25 auto data_map_cpp.saveAsFile("example_out.txt");
26

27 api::Driver::stop();
28

29 return EXIT_SUCCESS;
30 }

Fig. 4: Driver example using Python (top) and its equivalent C++ code (bottom).

Data can be shared between jobs using the importDD
function that sends data from one job to another.

C. Backend Module

The Backend Module is developed in Java and it is
executed in the same Docker container as the Driver
Module. This module has a Thrift Server which de-
fines the logic of the Driver Module. Lazy evalua-
tion is performed so functions of the Driver Module

are only executed when a result is required explicitly.
All tasks are stored by the Backend Module, so per-
formance optimizations can be done such as placing
executors with high interaction together in the same
host.

The Backend Module does not interact directly
with the Docker environment but uses the Docker

Resource Manager described in Section III-A. Re-
quests are made through an HTTP API and the nec-
essary data to make the request is obtained from the

properties used to create the Container instance in
the Driver Module. To manage executors in paral-
lel, the Backend Module uses a pool of threads where
each thread is responsible of an executor. When a
task requires a result, it is added to the pool with its
dependent tasks so the module can require the execu-
tors to begin its work processing the tasks in order.
Executors do not begin the next task until the cur-
rent one is processed by all of them. If a node goes
down or an executor fails, the Backend Module re-
quests the number of affected executors to re-process
the current task. This process is done without the
intervention of the user.

Distribution of data is also handled by this mod-
ule. When a text file is read, all lines are indexed so
executors can be informed about the fragment they
have to process with the offset and length parame-
ters.
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D. Manager Module

The Manager Module is the connection point be-
tween the Backend Module and the executor pro-
cesses. It is the responsible of launching the executor
containers. In order to reduce its impact on the exe-
cution environment, it was developed in C++. RPC
calls are addressed to executor processes through this
module, so it is not necessary to expose a port for
every executor process. In the scenario of no answer
from an executor process, the Manager Module will
kill it.

E. Executor Module

The Executor Module is the most important part
of the framework. Remote functions have to be im-
plemented in the most efficient possible way for ev-
ery language. In the current prototype of the frame-
work reading and writing files, arbitrary transforma-
tions and filtering through map functions were imple-
mented. In future versions, functions such as reduce
and sort will be also supported.

In order to read a file the Executor Module follow
the indications provided by the Backend Module,
storing the assigned lines in an adjacent structure
in memory. Map tasks apply a function to every el-
ement which must be obtained from a file or from a
serialized source code as explained in Section III-B.
Figure 6 shows an example of the implementation
of a mapper in Python and C++. In this case, the
map function returns the input value without any
transformation, but the process could be more com-
plex. Users have to extend the Map class and over-
write the map function where the user source code
have to be written. The context object passed as
argument (Python - line 8, C++ - line 14 in the
figure) allows the user to access more information
such as the properties defined in the driver. The
load of the source code depends on the programming
language. Python directly loads a module with the
module path. Java uses a ClassLoader object with
which classes are loaded from a directory. In C++
this task is more complex. First, the constructor and

1 #!/usr/bin/python
2

3 from executor import Map
4

5

6 class PythonMap(Map):
7

8 def map(self, line, context):
9 return line

1 /// CppMap.h ///////////////////////////////////////////
2 #include <api/Map.h>
3

4 namespace test{
5 class CppMap : public executor::api::Map<std::string,

std::string> {
6 public:
7 std::string map(std::string &line,

executor::api::Context &context) override;
8

9 }}
10

11 executor_register_class("CppMap", test::CppMap)
12

13 /// CppMap.h ///////////////////////////////////////////
14 std::string test::CppExecutor::map(std::string &line,

executor::api::Context &context) {
15 return line;
16 }

Fig. 6: Map example using Python (top) and its
equivalent C++ code (bottom) that returns the same
line.

destructor of the class are exported using a custom
macro called executor register class as it can be
observed in Figure 6 (C++ - line 11). Second, source
code have to be compiled as a shared library. Fi-
nally, an executor process loads the code using the
standard library dlfcn. Once the task is finished, the
output data is stored in memory waiting for the next
Backend Module call.

When data are used by different executors, data
have to be sent between them. There are two ways
to accomplish this: through socket connections or
shared memory. If executors are in different ma-
chines sockets will be used. By contrast, if they are
in the same host, shared memory will be the chosen
option by default. Anyway, it could be configured to
use sockets.

Apache Thrift is not designed to send objects dy-
namically between languages but it offers a good base
for our implementation. With the Thrift protocol it
is possible to serialize with high efficiency integers,
floats, booleans and strings. By the combination of
these types of data, it was possible to create a system
that maps internal types of different languages and
exchange efficiently. By default, serialization meth-
ods are created for the most used classes of each
language. E.g., a Java ArrayList is equivalent to
a Python list or a C++ vector. The user can add
new types of serialization for existing types or create
their own. When an object is deserialized in a dy-
namic language, a target class is selected by default.
However, in C++ it is utilized the class used by the
user in its code. The user can extend the serialization
process in order to add their own types.



F. Integration of the Modules

Our framework runs completely inside Docker con-
tainers. An user can customize his development and
execution environment by extending one of the sup-
plied base Docker images. There are base images
for Java, Python and C++ languages and one with
all of them. These images contain all the necessary
dependencies to deploy the Driver Module and the
Executor Module if the code does not use external
dependencies. The provided images can be used for
three possible scenarios: compiling the source code
(if needed), store it in the distributed filesystem and
use them as execution environment both for the ex-
ecutors and the driver. A distributed filesystem is
mounted on each container by the Docker Resource

Manager. The Driver Module and the Executor

Module can run together in the same container or
in separate ones. Referenced files should be stored
in the distributed system so that they can be acces-
sible from any computing node, being the created
Docker images independent of the files to process.

In order to run an application with our framework,
a submitter script is provided to launch the Driver

Module Docker image. The Driver Module has to
be ready for execution and compiled if needed. Next
steps are defined by the driver code implemented by
the user.

IV. Experimental results

In this section we evaluate our Big Data framework
in terms of performance and scalability. A compari-
son with Spark is also provided.

A. Hardware Platform and Software

The experiments shown in this section were carried
out on a 5-node cluster, where each node consists of:

– CPU: 2 x Intel Xeon E5506 @ 2.13GHz with 4
physical cores.

– Memory: 12 GB ECC DDR3 @ 1,333 MHz.
– Storage: 2 TB hard disk @ 7,200 rpm (SATA

III).
– Network: Gigabit Ethernet

It is a Linux cluster running Fedora 27 (kernel
4.13.9), Docker 18.03.0-ce. Both Hadoop 2.9.0 and
Spark 2.3.0 (with YARN [13] as cluster manager)
were deployed inside Docker containers. GlusterFS
on XFS was used by our framework to distribute the
data.

In order to illustrate the benefits of our proposal
we have considered an application2 that performs the
calculation of SHA-256 hashes imitating the Proof-
of-Work algorithm used in the Bitcoin protocol [5].
This algorithm has two phases. In the first stage a set
of Bitcoin transactions are grouped together forming
a block proposal. A binary Merkle tree [14] is cal-
culated for those transactions and its Merkle root
hash is added to a block header in addition to other

2Publicly available at: https://github.com/brunneis/
minebench

attributes such as protocol version, hash of the pre-
vious block header, the current timestamp and the
difficulty, through which is calculated the network
target. The network target determines the threshold
under which the hash of the proposed block header
must be considered valid. The second stage consists
in the calculation of the hash of the block header it-
eratively while the condition is not met. In order to
obtain different results, another attribute is present
in the block header: the nonce. It is an integer that
is changed in every iteration so the resulting hash
also changes with it.

The first phase of the application can be consid-
ered as a pre-processing stage required to prepare
the data, while the second one processes the data
and it is a compute-intensive task. Two different
implementations of the application were considered
in the tests. The first one was programmed us-
ing only Python. In the second version, two differ-
ent programming languages were used: Python and
C++. In this case, the first phase of the application
uses Python since it requires handling data. The
compute-intensive tasks use C++ to achieve the best
results in terms of performance.

B. Performance Evaluation

Next we will evaluate the performance of the
new Big Data multi-language framework and Apache
Spark using the application detailed above. On the
one hand, we will show that although Spark officially
supports Python, an important overhead is caused
by using pipes for data transferring. So Python is in
fact considered an external programming language
by Spark. On the other hand, we will demonstrate
the benefits of our approach when running applica-
tions coded using several programming languages.

Instead of considering speedup to assess the scala-
bility, we will consider a better alternative based on
plotting the raw execution time when using different
number of processors on a cluster [15]:

– Strong scaling: for a fixed problem, a straight
line with slope -1 indicates good scalability,
whereas any upward curvature away from that
line indicates limited scalability.

– Weak scaling: for a sequence of problems with a
fixed amount of work per processor, a horizontal
straight line indicates good scalability, whereas
any upward trend of that line indicates limited
scalability.

Figure 7 shows the performance in terms of ex-
ecution time obtained by the new framework and
Spark when running the Proof-of-Work algorithm
using both implementations (i.e., only Python and
Python & C++) on a cluster. The strong scaling
tests were obtained using a 40MB input file con-
taining 100k blocks, while the weak scaling exper-
iments start from a 40MB input file (one core) to
reach 1.4GB and 3,200k blocks (32 cores).

First, we analyze the strong scaling results. When
considering the Python application (Figure 7(a)),

https://github.com/brunneis/minebench
https://github.com/brunneis/minebench
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Fig. 7: Study of the scalability of our multi-language Big Data framework and Apache Spark.

Spark and our approach obtain similar results with
a small number of cores. However, as the num-
ber of workers increases, the cost of starting JVMs
and transferring data through pipes to the Python
processes degrades the Spark global performance.
Therefore, running Python applications on Spark
prevents from reaching high levels of parallelism.
This behavior is even more clear running the multi-
language application (Figure 7(b)). Since Spark
sends data from Python to C++ processes through
the JVM, the number of pipe operations increases.
In this way, the overhead is greater than the one ob-
served for the Python implementation. On the other
hand, our framework clearly outperforms Spark,
showing a very good behavior in terms of strong scal-
ability, always close to the ideal case (red line).

Weak scaling results are displayed in Figures 7(c)
and 7(d). In these tests we keep constant the amount
of work performed for each core. The overhead de-
tected in the results considering the Python code
demonstrates that Python is not natively supported
in Spark like Java or Scala. Note how the Spark scal-
ability is getting away from the ideal case (horizontal
red line) as the number of cores increases. It can be
observed that the new Big Data framework shows a
better behavior. In any case, the Python application
has a limited weak scalability on both frameworks.
However, when considering the multi-language code,
our framework is really close to the ideal scalability,

while the overhead of Spark becomes more notice-
able. The overhead introduced by Spark is due to
the exchange of data between processes. Pipes use
the hard disk for those exchanges, causing an impor-
tant bottleneck in the performance. Our framework
always uses shared memory for data exchange.

We can summarize the performance results claim-
ing that our framework is on average 1.9× and 3.2×
faster than Spark using 32 cores when considering
the Python and Python/C++ applications, respec-
tively.

V. Conclusions and Future Work

In this work we presented a new Big Data frame-
work whose main contribution is twofold. First,
unlike standard Big Data engines such as Hadoop
and Spark, the new system allows to execute na-
tively applications implemented using non-JVM lan-
guages. Second, it facilitates the development of
multi-language applications in such a way that dif-
ferent computing tasks could be implemented in the
programming language that best fits each of them.
In this way, it is possible to exploit efficiently the ca-
pabilities of different programming languages in the
same application. The system runs completely in-
side Docker containers isolating the execution envi-
ronment from the physical machine.

We have carried out an experimental evaluation
using as case study an application that performs the



Proof-of-Work algorithm used in the Bitcoin proto-
col. A comparison with Spark demonstrates that
using system pipes for exchanging huge amounts of
data when considering non-native programming lan-
guages causes important degradations in the perfor-
mance and scalability. Unlike Hadoop and Spark,
our system keeps the data in the same process, us-
ing the shared memory to exchange data among
the different programming language executors. As
a consequence, for example, our framework is on
average 3.2× faster than Spark when considering a
Python/C++ implementation of the considered al-
gorithm. Additionally, we must highlight that our
framework is really close to the ideal case in terms
of strong and weak scaling.

The experimental results shown in the paper corre-
spond to the first prototype of the framework. Cur-
rently it supports Java, Python and C++ program-
ming languages. The prototype deals with batch pro-
cessing jobs containing only map operations. In the
future, more complex operations and languages will
be included, and also the possibility of working in a
streaming fashion.
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